

    
      
          
            
  
MAGIC - Markov Affinity-based Graph Imputation of Cells
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Installation


Python installation


Installation with pip

The Python version of MAGIC can be installed using:

pip install --user magic-impute








Installation from source

The Python version of MAGIC can be installed from GitHub by running the following from a terminal:

git clone --recursive git://github.com/KrishnaswamyLab/MAGIC.git
cd MAGIC/python
python setup.py install --user










MATLAB installation


	The MATLAB version of MAGIC can be accessed using:

git clone git://github.com/KrishnaswamyLab/MAGIC.git
cd MAGIC/Matlab







	Add the MAGIC/Matlab directory to your MATLAB path and run any of our run or test scripts to get a feel for MAGIC.







R installation

In order to use MAGIC in R, you must also install the Python package.

If python or pip are not installed, you will need to install them. We recommend Miniconda3 [https://conda.io/miniconda.html] to install Python and pip together, or otherwise you can install pip from https://pip.pypa.io/en/stable/installing/.


Installation from CRAN

In R, run this command to install MAGIC and all dependencies:

install.packages("Rmagic")





In a terminal, run the following command to install the Python
repository:

pip install --user magic-impute








Installation from source

The latest source version of MAGIC can be accessed by running the following in a terminal:

git clone https://github.com/KrishnaswamyLab/MAGIC.git
cd MAGIC/Rmagic
R CMD INSTALL .
cd ../python
python setup.py install --user





If the Rmagic folder is empty, you have may forgotten to use the –recursive option for git clone. You can rectify this by running the following in a terminal:

cd MAGIC
git submodule init
git submodule update
cd Rmagic
R CMD INSTALL
cd ../python
python setup.py install --user
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Tutorial

To run MAGIC on your dataset, create a MAGIC operator and run fit_transform. Here we show an example with an artificial test dataset located in the MAGIC repository:

import magic
import matplotlib.pyplot as plt
import pandas as pd
X = pd.read_csv("MAGIC/data/test_data.csv")
magic_operator = magic.MAGIC()
X_magic = magic_operator.fit_transform(X, genes=['VIM', 'CDH1', 'ZEB1'])
plt.scatter(X_magic['VIM'], X_magic['CDH1'], c=X_magic['ZEB1'], s=1, cmap='inferno')
plt.show()
magic.plot.animate_magic(X, gene_x='VIM', gene_y='CDH1', gene_color='ZEB1', operator=magic_operator)





A demo on MAGIC usage for single cell RNA-seq data can be found in this notebook [http://nbviewer.jupyter.org/github/KrishnaswamyLab/magic/blob/master/python/tutorial_notebooks/emt_tutorial.ipynb]: http://nbviewer.jupyter.org/github/KrishnaswamyLab/magic/blob/master/python/tutorial_notebooks/emt_tutorial.ipynb

A second tutorial analyzing myeloid and erythroid cells in mouse bone marrow is available here [http://nbviewer.jupyter.org/github/KrishnaswamyLab/magic/blob/master/python/tutorial_notebooks/bonemarrow_tutorial.ipynb]: http://nbviewer.jupyter.org/github/KrishnaswamyLab/magic/blob/master/python/tutorial_notebooks/bonemarrow_tutorial.ipynb
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API


MAGIC

Markov Affinity-based Graph Imputation of Cells (MAGIC)

Authors:
Scott Gigante <scott.gigante@yale.edu>, Daniel Dager <daniel.dager@yale.edu>
(C) 2018 Krishnaswamy Lab GPLv2


	
class magic.magic.MAGIC(knn=5, knn_max=None, decay=1, t=3, n_pca=100, solver='exact', knn_dist='euclidean', n_jobs=1, random_state=None, verbose=1)[source]

	Bases: sklearn.base.BaseEstimator

MAGIC operator which performs dimensionality reduction.

Markov Affinity-based Graph Imputation of Cells (MAGIC) is an
algorithm for denoising and transcript recover of single cells
applied to single-cell RNA sequencing data, as described in
van Dijk et al, 2018 1.


	Parameters

	
	knn (int, optional, default: 5) – number of nearest neighbors from which to compute kernel bandwidth


	knn_max (int, optional, default: None) – maximum number of nearest neighbors with nonzero connection.
If None, will be set to 3 * knn


	decay (int, optional, default: 1) – sets decay rate of kernel tails.
If None, alpha decaying kernel is not used


	t (int, optional, default: 3) – power to which the diffusion operator is powered.
This sets the level of diffusion. If ‘auto’, t is selected
according to the Procrustes disparity of the diffused data


	n_pca (int, optional, default: 100) – Number of principal components to use for calculating
neighborhoods. For extremely large datasets, using
n_pca < 20 allows neighborhoods to be calculated in
roughly log(n_samples) time.


	solver (str, optional, default: 'exact') – Which solver to use. “exact” uses the implementation described
in van Dijk et al. (2018) 1. “approximate” uses a faster implementation
that performs imputation in the PCA space and then projects back to the
gene space. Note, the “approximate” solver may return negative values.


	knn_dist (string, optional, default: 'euclidean') – Distance metric for building kNN graph. Recommended values:
‘euclidean’, ‘cosine’. Any metric from scipy.spatial.distance can be
used. Custom distance functions of form f(x, y) = d are also accepted


	n_jobs (integer, optional, default: 1) – The number of jobs to use for the computation.
If -1 all CPUs are used. If 1 is given, no parallel computing code is
used at all, which is useful for debugging.
For n_jobs below -1, (n_cpus + 1 + n_jobs) are used. Thus for
n_jobs = -2, all CPUs but one are used


	random_state (integer or numpy.RandomState, optional, default: None) – The generator used to initialize random PCA
If an integer is given, it fixes the seed
Defaults to the global numpy random number generator


	verbose (int or boolean, optional (default: 1)) – If True or > 0, print status messages









	
X

	Input data


	Type

	array-like, shape=[n_samples, n_features]










	
X_magic

	Output data


	Type

	array-like, shape=[n_samples, n_features]










	
graph

	The graph built on the input data


	Type

	graphtools.BaseGraph









Examples

>>> import magic
>>> import pandas as pd
>>> import matplotlib.pyplot as plt
>>> X = pd.read_csv("../../data/test_data.csv")
>>> X.shape
(500, 197)
>>> magic_operator = magic.MAGIC()
>>> X_magic = magic_operator.fit_transform(X, genes=['VIM', 'CDH1', 'ZEB1'])
>>> X_magic.shape
(500, 3)
>>> magic_operator.set_params(t=7)
MAGIC(a=15, k=5, knn_dist='euclidean', n_jobs=1, n_pca=100,
   random_state=None, t=7, verbose=1)
>>> X_magic = magic_operator.transform(genes=['VIM', 'CDH1', 'ZEB1'])
>>> X_magic.shape
(500, 3)
>>> X_magic = magic_operator.transform(genes="all_genes")
>>> X_magic.shape
(500, 197)
>>> plt.scatter(X_magic['VIM'], X_magic['CDH1'],
...             c=X_magic['ZEB1'], s=1, cmap='inferno')
>>> plt.show()
>>> magic.plot.animate_magic(X, gene_x='VIM', gene_y='CDH1',
...                          gene_color='ZEB1', operator=magic_operator)
>>> dremi = magic_operator.knnDREMI('VIM', 'CDH1', plot=True)





References


	1(1,2,3)

	Van Dijk D et al. (2018),
Recovering Gene Interactions from Single-Cell Data Using Data Diffusion,
Cell [https://www.cell.com/cell/abstract/S0092-8674(18)30724-4].






	
diff_op

	The diffusion operator calculated from the data






	
fit(X, graph=None)[source]

	Computes the diffusion operator


	Parameters

	
	X (array, shape=[n_samples, n_features]) – input data with n_samples samples and n_features
dimensions. Accepted data types: numpy.ndarray,
scipy.sparse.spmatrix, pd.DataFrame, anndata.AnnData.


	graph (graphtools.Graph, optional (default: None)) – If given, provides a precomputed kernel matrix with which to
perform diffusion.






	Returns

	magic_operator – The estimator object



	Return type

	MAGIC










	
fit_transform(X, graph=None, **kwargs)[source]

	Computes the diffusion operator and the denoised gene expression


	Parameters

	
	X (array, shape=[n_samples, n_features]) – input data with n_samples samples and n_features
dimensions. Accepted data types: numpy.ndarray,
scipy.sparse.spmatrix, pd.DataFrame, anndata.AnnData.


	graph (graphtools.Graph, optional (default: None)) – If given, provides a precomputed kernel matrix with which to
perform diffusion.


	genes (list or {"all_genes", "pca_only"}, optional (default: None)) – List of genes, either as integer indices or column names
if input data is a pandas DataFrame. If “all_genes”, the entire
smoothed matrix is returned. If “pca_only”, PCA on the smoothed
data is returned. If None, the entire matrix is also
returned, but a warning may be raised if the resultant matrix
is very large.


	t_max (int, optional, default: 20) – maximum t to test if t is set to ‘auto’


	plot_optimal_t (boolean, optional, default: False) – If true and t is set to ‘auto’, plot the disparity used to
select t


	ax (matplotlib.axes.Axes, optional) – If given and plot_optimal_t is true, plot will be drawn
on the given axis.






	Returns

	X_magic – The gene expression values after diffusion



	Return type

	array, shape=[n_samples, n_genes]










	
get_params(deep=True)

	Get parameters for this estimator.


	Parameters

	deep (bool, default=True) – If True, will return the parameters for this estimator and
contained subobjects that are estimators.



	Returns

	params – Parameter names mapped to their values.



	Return type

	dict










	
knnDREMI(gene_x, gene_y, k=10, n_bins=20, n_mesh=3, n_jobs=1, plot=False, **kwargs)[source]

	Calculate kNN-DREMI on MAGIC output

Calculates k-Nearest Neighbor conditional Density Resampled Estimate of
Mutual Information as defined in Van Dijk et al, 2018. 1

Note that kNN-DREMI, like Mutual Information and DREMI, is not
symmetric. Here we are estimating I(Y|X).


	Parameters

	
	gene_x (array-like, shape=[n_samples]) – Gene shown on the x axis (independent feature)


	gene_y (array-like, shape=[n_samples]) – Gene shown on the y axis (dependent feature)


	k (int, range=[0:n_samples), optional (default: 10)) – Number of neighbors


	n_bins (int, range=[0:inf), optional (default: 20)) – Number of bins for density resampling


	n_mesh (int, range=[0:inf), optional (default: 3)) – In each bin, density will be calculcated around (mesh ** 2) points


	n_jobs (int, optional (default: 1)) – Number of threads used for kNN calculation


	plot (bool, optional (default: False)) – If True, DREMI create plots of the data like those seen in
Fig 5C/D of van Dijk et al. 2018. (doi:10.1016/j.cell.2018.05.061).


	**kwargs (additional arguments for scprep.stats.plot_knnDREMI) – 






	Returns

	dremi – kNN condtional Density resampled estimate of mutual information



	Return type

	float










	
set_params(**params)[source]

	Set the parameters on this estimator.

Any parameters not given as named arguments will be left at their
current value.


	Parameters

	
	knn (int, optional, default: 5) – number of nearest neighbors on which to build kernel


	decay (int, optional, default: 1) – sets decay rate of kernel tails.
If None, alpha decaying kernel is not used


	t (int, optional, default: 3) – power to which the diffusion operator is powered.
This sets the level of diffusion. If ‘auto’, t is selected
according to the R squared of the diffused data


	n_pca (int, optional, default: 100) – Number of principal components to use for calculating
neighborhoods. For extremely large datasets, using
n_pca < 20 allows neighborhoods to be calculated in
roughly log(n_samples) time.


	knn_dist (string, optional, default: 'euclidean') – recommended values: ‘euclidean’, ‘cosine’
Any metric from scipy.spatial.distance can be used
distance metric for building kNN graph.


	n_jobs (integer, optional, default: 1) – The number of jobs to use for the computation.
If -1 all CPUs are used. If 1 is given, no parallel computing code
is used at all, which is useful for debugging.
For n_jobs below -1, (n_cpus + 1 + n_jobs) are used. Thus for
n_jobs = -2, all CPUs but one are used


	random_state (integer or numpy.RandomState, optional, default: None) – The generator used to initialize random PCA
If an integer is given, it fixes the seed
Defaults to the global numpy random number generator


	verbose (int or boolean, optional (default: 1)) – If True or > 0, print status messages






	Returns

	



	Return type

	self










	
transform(X=None, genes=None, t_max=20, plot_optimal_t=False, ax=None)[source]

	Computes the values of genes after diffusion


	Parameters

	
	X (array, optional, shape=[n_samples, n_features]) – input data with n_samples samples and n_features
dimensions. Not required, since MAGIC does not embed
cells not given in the input matrix to MAGIC.fit().
Accepted data types: numpy.ndarray,
scipy.sparse.spmatrix, pd.DataFrame, anndata.AnnData.


	genes (list or {"all_genes", "pca_only"}, optional (default: None)) – List of genes, either as integer indices or column names
if input data is a pandas DataFrame. If “all_genes”, the entire
smoothed matrix is returned. If “pca_only”, PCA on the smoothed
data is returned. If None, the entire matrix is also
returned, but a warning may be raised if the resultant matrix
is very large.


	t_max (int, optional, default: 20) – maximum t to test if t is set to ‘auto’


	plot_optimal_t (boolean, optional, default: False) – If true and t is set to ‘auto’, plot the disparity used to
select t


	ax (matplotlib.axes.Axes, optional) – If given and plot_optimal_t is true, plot will be drawn
on the given axis.






	Returns

	X_magic – The gene expression values after diffusion



	Return type

	array, shape=[n_samples, n_genes]
















Plotting


	
magic.plot.animate_magic(data, gene_x, gene_y, gene_color=None, t_max=20, delay=2, operator=None, filename=None, ax=None, figsize=None, s=1, cmap='inferno', interval=200, dpi=100, ipython_html='jshtml', verbose=False, **kwargs)[source]

	Animate a gene-gene relationship with increased diffusion


	Parameters

	
	data (array-like) – Input data matrix


	gene_x (int or str) – Gene to put on the x axis


	gene_y (int or str) – Gene to put on the y axis


	gene_color (int or str, optional (default: None)) – Gene to color by. If None, no color vector is used


	t_max (int, optional (default: 20)) – maximum value of t to include in the animation


	delay (int, optional (default: 5)) – number of frames to dwell on the first frame before applying MAGIC


	operator (magic.MAGIC, optional (default: None)) – precomputed MAGIC operator. If None, one is created.


	filename (str, optional (default: None)) – If not None, saves a .gif or .mp4 with the output


	ax (matplotlib.Axes or None, optional (default: None)) – axis on which to plot. If None, an axis is created


	figsize (tuple, optional (default: None)) – Tuple of floats for creation of new matplotlib figure. Only used if
ax is None.


	s (int, optional (default: 1)) – Point size


	cmap (str or callable, optional (default: 'inferno')) – Matplotlib colormap


	interval (float, optional (default: 30)) – Time in milliseconds between frames


	dpi (int, optional (default: 100)) – Dots per inch (image quality) in saved animation)


	ipython_html ({'html5', 'jshtml'}) – which html writer to use if using a Jupyter Notebook


	verbose (bool, optional (default: False)) – MAGIC operator verbosity


	*kwargs (arguments for MAGIC) – 






	Returns

	



	Return type

	A Matplotlib animation showing diffusion of an edge with increased t
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  All modules for which code is available

	magic.magic

	magic.plot

	sklearn.base
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  Source code for magic.magic

"""
Markov Affinity-based Graph Imputation of Cells (MAGIC)

Authors:
Scott Gigante <scott.gigante@yale.edu>, Daniel Dager <daniel.dager@yale.edu>
(C) 2018 Krishnaswamy Lab GPLv2
"""

from . import utils
from scipy import sparse
from scipy import spatial
from sklearn.base import BaseEstimator
from sklearn.decomposition import PCA
from sklearn.exceptions import NotFittedError

import graphtools
import matplotlib.pyplot as plt
import numbers
import numpy as np
import pandas as pd
import scprep
import tasklogger
import warnings

_logger = tasklogger.get_tasklogger("graphtools")


[docs]class MAGIC(BaseEstimator):
    """MAGIC operator which performs dimensionality reduction.

    Markov Affinity-based Graph Imputation of Cells (MAGIC) is an
    algorithm for denoising and transcript recover of single cells
    applied to single-cell RNA sequencing data, as described in
    van Dijk et al, 2018 [1]_.

    Parameters
    ----------

    knn : int, optional, default: 5
        number of nearest neighbors from which to compute kernel bandwidth

    knn_max : int, optional, default: None
        maximum number of nearest neighbors with nonzero connection.
        If `None`, will be set to 3 * `knn`

    decay : int, optional, default: 1
        sets decay rate of kernel tails.
        If None, alpha decaying kernel is not used

    t : int, optional, default: 3
        power to which the diffusion operator is powered.
        This sets the level of diffusion. If 'auto', t is selected
        according to the Procrustes disparity of the diffused data

    n_pca : int, optional, default: 100
        Number of principal components to use for calculating
        neighborhoods. For extremely large datasets, using
        n_pca < 20 allows neighborhoods to be calculated in
        roughly log(n_samples) time.

    solver : str, optional, default: 'exact'
        Which solver to use. "exact" uses the implementation described
        in van Dijk et al. (2018) [1]_. "approximate" uses a faster implementation
        that performs imputation in the PCA space and then projects back to the
        gene space. Note, the "approximate" solver may return negative values.

    knn_dist : string, optional, default: 'euclidean'
        Distance metric for building kNN graph. Recommended values:
        'euclidean', 'cosine'. Any metric from `scipy.spatial.distance` can be
        used. Custom distance functions of form `f(x, y) = d` are also accepted

    n_jobs : integer, optional, default: 1
        The number of jobs to use for the computation.
        If -1 all CPUs are used. If 1 is given, no parallel computing code is
        used at all, which is useful for debugging.
        For n_jobs below -1, (n_cpus + 1 + n_jobs) are used. Thus for
        n_jobs = -2, all CPUs but one are used

    random_state : integer or numpy.RandomState, optional, default: None
        The generator used to initialize random PCA
        If an integer is given, it fixes the seed
        Defaults to the global `numpy` random number generator

    verbose : `int` or `boolean`, optional (default: 1)
        If `True` or `> 0`, print status messages

    Attributes
    ----------

    X : array-like, shape=[n_samples, n_features]
        Input data

    X_magic : array-like, shape=[n_samples, n_features]
        Output data

    graph : graphtools.BaseGraph
        The graph built on the input data

    Examples
    --------
    >>> import magic
    >>> import pandas as pd
    >>> import matplotlib.pyplot as plt
    >>> X = pd.read_csv("../../data/test_data.csv")
    >>> X.shape
    (500, 197)
    >>> magic_operator = magic.MAGIC()
    >>> X_magic = magic_operator.fit_transform(X, genes=['VIM', 'CDH1', 'ZEB1'])
    >>> X_magic.shape
    (500, 3)
    >>> magic_operator.set_params(t=7)
    MAGIC(a=15, k=5, knn_dist='euclidean', n_jobs=1, n_pca=100,
       random_state=None, t=7, verbose=1)
    >>> X_magic = magic_operator.transform(genes=['VIM', 'CDH1', 'ZEB1'])
    >>> X_magic.shape
    (500, 3)
    >>> X_magic = magic_operator.transform(genes="all_genes")
    >>> X_magic.shape
    (500, 197)
    >>> plt.scatter(X_magic['VIM'], X_magic['CDH1'],
    ...             c=X_magic['ZEB1'], s=1, cmap='inferno')
    >>> plt.show()
    >>> magic.plot.animate_magic(X, gene_x='VIM', gene_y='CDH1',
    ...                          gene_color='ZEB1', operator=magic_operator)
    >>> dremi = magic_operator.knnDREMI('VIM', 'CDH1', plot=True)

    References
    ----------
    .. [1] Van Dijk D *et al.* (2018),
        *Recovering Gene Interactions from Single-Cell Data Using Data Diffusion*,
        `Cell <https://www.cell.com/cell/abstract/S0092-8674(18)30724-4>`__.
    """

    def __init__(
        self,
        knn=5,
        knn_max=None,
        decay=1,
        t=3,
        n_pca=100,
        solver="exact",
        knn_dist="euclidean",
        n_jobs=1,
        random_state=None,
        verbose=1,
    ):
        self.knn = knn
        self.knn_max = knn_max
        self.decay = decay
        self.t = t
        self.n_pca = n_pca
        self.knn_dist = knn_dist
        self.n_jobs = n_jobs
        self.random_state = random_state
        self.solver = solver
        self.graph = None
        self.X = None
        self.X_magic = None
        self._check_params()
        self.verbose = verbose
        _logger.set_level(verbose)

    @property
    def knn_max(self):
        if self._knn_max is not None:
            return self._knn_max
        else:
            return self.knn * 3

    @knn_max.setter
    def knn_max(self, value):
        self._knn_max = value

    @property
    def diff_op(self):
        """The diffusion operator calculated from the data"""
        if self.graph is not None:
            return self.graph.diff_op
        else:
            raise NotFittedError(
                "This MAGIC instance is not fitted yet. Call "
                "'fit' with appropriate arguments before "
                "using this method."
            )

    def _check_params(self):
        """Check MAGIC parameters

        This allows us to fail early - otherwise certain unacceptable
        parameter choices, such as mds='mmds', would only fail after
        minutes of runtime.

        Raises
        ------
        ValueError : unacceptable choice of parameters
        """
        utils.check_positive(knn=self.knn)
        utils.check_int(knn=self.knn, n_jobs=self.n_jobs)
        # TODO(scottgigante): epsilon
        utils.check_if_not(
            None,
            utils.check_positive,
            utils.check_int,
            n_pca=self.n_pca,
            knn_max=self.knn_max,
        )
        utils.check_if_not(None, utils.check_positive, decay=self.decay)
        utils.check_if_not("auto", utils.check_positive, utils.check_int, t=self.t)
        utils.check_in(["exact", "approximate"], solver=self.solver)
        if not callable(self.knn_dist):
            utils.check_in(
                [
                    "euclidean",
                    "cosine",
                    "correlation",
                    "cityblock",
                    "l1",
                    "l2",
                    "manhattan",
                    "braycurtis",
                    "canberra",
                    "chebyshev",
                    "dice",
                    "hamming",
                    "jaccard",
                    "kulsinski",
                    "mahalanobis",
                    "matching",
                    "minkowski",
                    "rogerstanimoto",
                    "russellrao",
                    "seuclidean",
                    "sokalmichener",
                    "sokalsneath",
                    "sqeuclidean",
                    "yule",
                ],
                knn_dist=self.knn_dist,
            )

    def _set_graph_params(self, **params):
        try:
            self.graph.set_params(**params)
        except AttributeError:
            # graph not defined
            pass

[docs]    def set_params(self, **params):
        """Set the parameters on this estimator.

        Any parameters not given as named arguments will be left at their
        current value.

        Parameters
        ----------

        knn : int, optional, default: 5
            number of nearest neighbors on which to build kernel

        decay : int, optional, default: 1
            sets decay rate of kernel tails.
            If None, alpha decaying kernel is not used

        t : int, optional, default: 3
            power to which the diffusion operator is powered.
            This sets the level of diffusion. If 'auto', t is selected
            according to the R squared of the diffused data

        n_pca : int, optional, default: 100
            Number of principal components to use for calculating
            neighborhoods. For extremely large datasets, using
            n_pca < 20 allows neighborhoods to be calculated in
            roughly log(n_samples) time.

        knn_dist : string, optional, default: 'euclidean'
            recommended values: 'euclidean', 'cosine'
            Any metric from `scipy.spatial.distance` can be used
            distance metric for building kNN graph.

        n_jobs : integer, optional, default: 1
            The number of jobs to use for the computation.
            If -1 all CPUs are used. If 1 is given, no parallel computing code
            is used at all, which is useful for debugging.
            For n_jobs below -1, (n_cpus + 1 + n_jobs) are used. Thus for
            n_jobs = -2, all CPUs but one are used

        random_state : integer or numpy.RandomState, optional, default: None
            The generator used to initialize random PCA
            If an integer is given, it fixes the seed
            Defaults to the global `numpy` random number generator

        verbose : `int` or `boolean`, optional (default: 1)
            If `True` or `> 0`, print status messages

        Returns
        -------
        self
        """
        reset_kernel = False
        reset_imputation = False
        # diff potential parameters
        if "t" in params and params["t"] != self.t:
            self.t = params["t"]
            reset_imputation = True
            del params["t"]

        # kernel parameters
        if "knn" in params and params["knn"] != self.knn:
            self.knn = params["knn"]
            reset_kernel = True
            del params["knn"]
        if "knn_max" in params and params["knn_max"] != self.knn_max:
            self.knn_max = params["knn_max"]
            reset_kernel = True
            del params["knn_max"]
        if "decay" in params and params["decay"] != self.decay:
            self.decay = params["decay"]
            reset_kernel = True
            del params["decay"]
        if "n_pca" in params and params["n_pca"] != self.n_pca:
            self.n_pca = params["n_pca"]
            reset_kernel = True
            del params["n_pca"]
        if "knn_dist" in params and params["knn_dist"] != self.knn_dist:
            self.knn_dist = params["knn_dist"]
            reset_kernel = True
            del params["knn_dist"]

        # parameters that don't change the embedding
        if "solver" in params and params["solver"] != self.solver:
            self.solver = params["solver"]
            reset_imputation = True
            del params["solver"]
        if "n_jobs" in params:
            self.n_jobs = params["n_jobs"]
            self._set_graph_params(n_jobs=params["n_jobs"])
            del params["n_jobs"]
        if "random_state" in params:
            self.random_state = params["random_state"]
            self._set_graph_params(random_state=params["random_state"])
            del params["random_state"]
        if "verbose" in params:
            self.verbose = params["verbose"]
            tasklogger.set_level(self.verbose)
            self._set_graph_params(verbose=params["verbose"])
            del params["verbose"]

        if reset_kernel:
            # can't reset the graph kernel without making a new graph
            self.graph = None
            reset_imputation = True
        if reset_imputation:
            self.X_magic = None

        self._check_params()
        return self


[docs]    def fit(self, X, graph=None):
        """Computes the diffusion operator

        Parameters
        ----------
        X : array, shape=[n_samples, n_features]
            input data with `n_samples` samples and `n_features`
            dimensions. Accepted data types: `numpy.ndarray`,
            `scipy.sparse.spmatrix`, `pd.DataFrame`, `anndata.AnnData`.
        graph : `graphtools.Graph`, optional (default: None)
            If given, provides a precomputed kernel matrix with which to
            perform diffusion.

        Returns
        -------
        magic_operator : MAGIC
            The estimator object
        """
        if self.n_pca is None or X.shape[1] <= self.n_pca:
            n_pca = None
        else:
            n_pca = self.n_pca

        _logger.info(
            "Running MAGIC on {} cells and {} genes.".format(X.shape[0], X.shape[1])
        )

        if graph is None:
            graph = self.graph
            if self.X is not None and not utils.matrix_is_equivalent(X, self.X):
                """
                If the same data is used, we can reuse existing kernel and
                diffusion matrices. Otherwise we have to recompute.
                """
                _logger.debug("Reset graph due to difference in input data")
                graph = None
            elif graph is not None:
                try:
                    graph.set_params(
                        decay=self.decay,
                        knn=self.knn,
                        knn_max=self.knn_max,
                        distance=self.knn_dist,
                        n_jobs=self.n_jobs,
                        verbose=self.verbose,
                        n_pca=n_pca,
                        thresh=1e-4,
                        random_state=self.random_state,
                    )
                except ValueError as e:
                    # something changed that should have invalidated the graph
                    _logger.debug("Reset graph due to {}".format(str(e)))
                    graph = None
        else:
            self.knn = graph.knn
            self.alpha = graph.decay
            self.n_pca = graph.n_pca
            self.knn_dist = graph.distance
            try:
                self.knn_max = graph.knn_max
            except AttributeError:
                # not all graphs have knn_max
                self.knn_max = None

        self.X = X

        if utils.has_empty_columns(X):
            warnings.warn(
                "Input matrix contains unexpressed genes. "
                "Please remove them prior to running MAGIC."
            )

        if graph is not None:
            _logger.info("Using precomputed graph and diffusion operator...")
            self.graph = graph
        else:
            # reset X_magic in case it was previously set
            self.X_magic = None
            with _logger.task("graph and diffusion operator"):
                self.graph = graphtools.Graph(
                    X,
                    n_pca=n_pca,
                    knn=self.knn,
                    knn_max=self.knn_max,
                    decay=self.decay,
                    thresh=1e-4,
                    n_jobs=self.n_jobs,
                    verbose=self.verbose,
                    random_state=self.random_state,
                )

        return self


    def _parse_genes(self, X, genes):
        X_sparse = sparse.issparse(X) or scprep.utils.is_sparse_dataframe(X)
        X_large = np.prod(X.shape) > 5000 * 20000
        if genes is None and X_sparse and X_large:
            warnings.warn(
                "Returning imputed values for all genes on a ({} x "
                "{}) matrix will require approximately {:.2f}GB of "
                "memory. Suppress this warning with "
                "`genes='all_genes'`".format(
                    X.shape[0], X.shape[1], np.prod(X.shape) * 8 / (1024 ** 3)
                ),
                UserWarning,
            )
        if isinstance(genes, str) and genes == "all_genes":
            genes = None
        elif isinstance(genes, str) and genes == "pca_only":
            if not hasattr(self.graph, "data_pca"):
                raise RuntimeError("Cannot return PCA as PCA is not performed.")
        elif genes is not None:
            genes = np.array([genes]).flatten()
            if not issubclass(genes.dtype.type, numbers.Integral):
                # gene names
                if isinstance(X, pd.DataFrame):
                    gene_names = X.columns
                elif utils.is_anndata(X):
                    gene_names = X.var_names
                else:
                    raise ValueError(
                        "Non-integer gene names only valid with pd.DataFrame "
                        "or anndata.AnnData input. "
                        "X is a {}, genes = {}".format(type(X).__name__, genes)
                    )
                if not np.all(np.isin(genes, gene_names)):
                    warnings.warn(
                        "genes {} missing from input data".format(
                            genes[~np.isin(genes, gene_names)]
                        )
                    )
                genes = np.argwhere(np.isin(gene_names, genes)).reshape(-1)
        return genes

[docs]    def transform(self, X=None, genes=None, t_max=20, plot_optimal_t=False, ax=None):
        """Computes the values of genes after diffusion

        Parameters
        ----------
        X : array, optional, shape=[n_samples, n_features]
            input data with `n_samples` samples and `n_features`
            dimensions. Not required, since MAGIC does not embed
            cells not given in the input matrix to `MAGIC.fit()`.
            Accepted data types: `numpy.ndarray`,
            `scipy.sparse.spmatrix`, `pd.DataFrame`, `anndata.AnnData`.

        genes : list or {"all_genes", "pca_only"}, optional (default: None)
            List of genes, either as integer indices or column names
            if input data is a pandas DataFrame. If "all_genes", the entire
            smoothed matrix is returned. If "pca_only", PCA on the smoothed
            data is returned. If None, the entire matrix is also
            returned, but a warning may be raised if the resultant matrix
            is very large.

        t_max : int, optional, default: 20
            maximum t to test if `t` is set to 'auto'

        plot_optimal_t : boolean, optional, default: False
            If true and `t` is set to 'auto', plot the disparity used to
            select t

        ax : matplotlib.axes.Axes, optional
            If given and `plot_optimal_t` is true, plot will be drawn
            on the given axis.

        Returns
        -------
        X_magic : array, shape=[n_samples, n_genes]
            The gene expression values after diffusion
        """
        if self.graph is None:
            if self.X is not None:
                self.fit(self.X)
            else:
                raise NotFittedError(
                    "This MAGIC instance is not fitted yet. Call "
                    "'fit' with appropriate arguments before "
                    "using this method."
                )

        if X is not None and not utils.matrix_is_equivalent(X, self.graph.data):
            extrapolation = True
            store_result = False
            warnings.warn(
                "Running MAGIC.transform on different "
                "data to that which was used for MAGIC.fit may not "
                "produce sensible output, unless it comes from the "
                "same manifold.",
                UserWarning,
            )
        else:
            extrapolation = False
            X = self.X
            data = self.graph
            store_result = True

        genes = self._parse_genes(X, genes)
        if genes is None:
            genes_is_short = False
        else:
            genes_is_short = len(genes) < self.graph.data_nu.shape[1]

        if isinstance(genes, str) and genes == "pca_only":
            # have to use PCA to return it
            solver = "approximate"
        elif self.X_magic is None and genes_is_short:
            # faster to skip PCA
            solver = "exact"
            store_result = False
        else:
            solver = self.solver

        if store_result and self.X_magic is not None:
            X_magic = self.X_magic
        else:
            if extrapolation:
                n_pca = self.n_pca if solver == "approximate" else None
                data = graphtools.base.Data(X, n_pca=n_pca)
            if solver == "approximate":
                # select PCs
                X_input = data.data_nu
            else:
                X_input = scprep.utils.to_array_or_spmatrix(data.data)
                if genes is not None and not (
                    isinstance(genes, str) and genes != "pca_only"
                ):
                    X_input = scprep.select.select_cols(X_input, idx=genes)
            if solver == "exact" and X_input.shape[1] > 6000:
                _logger.warning(
                    "Running MAGIC with `solver='exact'` on "
                    "{}-dimensional data may take a long time. "
                    "Consider denoising specific genes with `genes=<list-like>` "
                    "or using `solver='approximate'`.".format(X_input.shape[1])
                )
            X_magic = self._impute(X_input, t_max=t_max, plot=plot_optimal_t, ax=ax)
            if store_result:
                self.X_magic = X_magic

        # return selected genes
        if isinstance(genes, str) and genes == "pca_only":
            X_magic = PCA().fit_transform(X_magic)
            genes = ["PC{}".format(i + 1) for i in range(X_magic.shape[1])]
        elif solver == "approximate":
            X_magic = data.inverse_transform(X_magic, columns=genes)
        elif genes is not None and len(genes) != X_magic.shape[1]:
            # select genes
            X_magic = scprep.select.select_cols(X_magic, idx=genes)

        # convert back to pandas dataframe, if necessary
        X_magic = utils.convert_to_same_format(
            X_magic, X, columns=genes, prevent_sparse=True
        )
        return X_magic


[docs]    def fit_transform(self, X, graph=None, **kwargs):
        """Computes the diffusion operator and the denoised gene expression

        Parameters
        ----------
        X : array, shape=[n_samples, n_features]
            input data with `n_samples` samples and `n_features`
            dimensions. Accepted data types: `numpy.ndarray`,
            `scipy.sparse.spmatrix`, `pd.DataFrame`, `anndata.AnnData`.

        graph : `graphtools.Graph`, optional (default: None)
            If given, provides a precomputed kernel matrix with which to
            perform diffusion.

        genes : list or {"all_genes", "pca_only"}, optional (default: None)
            List of genes, either as integer indices or column names
            if input data is a pandas DataFrame. If "all_genes", the entire
            smoothed matrix is returned. If "pca_only", PCA on the smoothed
            data is returned. If None, the entire matrix is also
            returned, but a warning may be raised if the resultant matrix
            is very large.

        t_max : int, optional, default: 20
            maximum t to test if `t` is set to 'auto'

        plot_optimal_t : boolean, optional, default: False
            If true and `t` is set to 'auto', plot the disparity used to
            select t

        ax : matplotlib.axes.Axes, optional
            If given and `plot_optimal_t` is true, plot will be drawn
            on the given axis.

        Returns
        -------
        X_magic : array, shape=[n_samples, n_genes]
            The gene expression values after diffusion
        """
        with _logger.task("MAGIC"):
            self.fit(X, graph=graph)
            X_magic = self.transform(**kwargs)
        return X_magic


    def _calculate_error(
        self, data, data_prev=None, weights=None, subsample_genes=None
    ):
        """Calculates difference before and after diffusion

        Parameters
        ----------
        data : array-like
            current data matrix
        data_prev : array-like, optional (default: None)
            previous data matrix. If None, `data` is simply prepared for
            comparison and no error is returned
        weights : list-like, optional (default: None)
            weightings for dimensions of data. If None, dimensions are equally
            weighted
        subsample_genes : like-like, optional (default: None)
            genes to select in subsampling. If None, no subsampling is
            performed

        Returns
        -------
        error : float
            Procrustes disparity value
        data_curr : array-like
            transformed data to use for the next comparison
        """
        if subsample_genes is not None:
            data = data[:, subsample_genes]
        if weights is None:
            weights = np.ones(data.shape[1]) / data.shape[1]
        if data_prev is not None:
            _, _, error = spatial.procrustes(data_prev, data)
        else:
            error = None
        return error, data

    def _impute(
        self,
        data,
        t_max=20,
        plot=False,
        ax=None,
        max_genes_compute_t=500,
        threshold=0.001,
    ):
        """Peform MAGIC imputation

        Parameters
        ----------
        data : array-like
            Input data
        t_max : int, optional (default: 20)
            Maximum value of t to consider for optimal t selection
        plot : bool, optional (default: False)
            Plot the optimal t selection graph
        ax : matplotlib.Axes, optional (default: None)
            Axis on which to plot. If None, a new axis is created
        max_genes_compute_t : int, optional (default: 500)
            Above this number, genes will be subsampled for
            optimal t selection
        threshold : float, optional (default: 0.001)
            Threshold after which Procrustes disparity is considered
            to have converged for optimal t selection

        Returns
        -------
        X_magic : array-like, shape=[n_samples, n_pca]
            Imputed data
        """
        data_imputed = scprep.utils.toarray(data)

        if data_imputed.shape[1] > max_genes_compute_t:
            subsample_genes = np.random.choice(
                data_imputed.shape[1], max_genes_compute_t, replace=False
            )
        else:
            subsample_genes = None
        if hasattr(data, "data_pca"):
            weights = None  # data.data_pca.explained_variance_ratio_
        else:
            weights = None
        if self.t == "auto":
            _, data_prev = self._calculate_error(
                data_imputed,
                data_prev=None,
                weights=weights,
                subsample_genes=subsample_genes,
            )
            error_vec = []
            t_opt = None
        else:
            t_opt = self.t

        with _logger.task("imputation"):

            # classic magic
            # the diffusion matrix is powered when t has been specified by
            # the user, and the dimensions of the diffusion matrix are lesser
            # than those of the data matrix. (M^t) * D
            if (t_opt is not None) and (self.diff_op.shape[1] < data_imputed.shape[1]):
                diff_op_t = np.linalg.matrix_power(
                    scprep.utils.toarray(self.diff_op), t_opt
                )
                data_imputed = diff_op_t.dot(data_imputed)

            # fast magic
            # a while loop is used when the dimensions of the diffusion matrix
            # are greater than those of the data matrix, or when t is not specified
            # (so as to allow for the calculation of the optimal t value)
            else:
                i = 0
                while (t_opt is None and i < t_max) or (
                    t_opt is not None and i < t_opt
                ):
                    i += 1
                    data_imputed = self.diff_op.dot(data_imputed)
                    if self.t == "auto":
                        error, data_prev = self._calculate_error(
                            data_imputed,
                            data_prev,
                            weights=weights,
                            subsample_genes=subsample_genes,
                        )
                        error_vec.append(error)
                        _logger.debug("{}: {}".format(i, error_vec))
                        if error < threshold and t_opt is None:
                            t_opt = i + 1
                            _logger.info("Automatically selected t = {}".format(t_opt))

        if plot:
            # continue to t_max
            with _logger.task("optimal t plot"):
                if t_opt is None:
                    # never converged
                    warnings.warn(
                        "optimal t > t_max ({})".format(t_max), RuntimeWarning
                    )
                else:
                    data_overimputed = data_imputed
                    while i < t_max:
                        i += 1
                        data_overimputed = self.diff_op.dot(data_overimputed)
                        error, data_prev = self._calculate_error(
                            data_overimputed,
                            data_prev,
                            weights=weights,
                            subsample_genes=subsample_genes,
                        )
                        error_vec.append(error)

                # create axis
                if ax is None:
                    fig, ax = plt.subplots()
                    show = True
                else:
                    show = False

                # plot
                x = np.arange(len(error_vec)) + 1
                ax.plot(x, error_vec)
                if t_opt is not None:
                    ax.plot(
                        t_opt,
                        error_vec[t_opt - 1],
                        "ro",
                        markersize=10,
                    )
                ax.plot(x, np.full(len(error_vec), threshold), "k--")
                ax.set_xlabel("t")
                ax.set_ylabel("disparity(data_{t}, data_{t-1})")
                ax.set_xlim([1, len(error_vec)])
                plt.tight_layout()
            if show:
                plt.show(block=False)

        return data_imputed

[docs]    def knnDREMI(
        self, gene_x, gene_y, k=10, n_bins=20, n_mesh=3, n_jobs=1, plot=False, **kwargs
    ):
        """Calculate kNN-DREMI on MAGIC output

        Calculates k-Nearest Neighbor conditional Density Resampled Estimate of
        Mutual Information as defined in Van Dijk et al, 2018. [1]_

        Note that kNN-DREMI, like Mutual Information and DREMI, is not
        symmetric. Here we are estimating I(Y|X).

        Parameters
        ----------
        gene_x : array-like, shape=[n_samples]
            Gene shown on the x axis (independent feature)
        gene_y : array-like, shape=[n_samples]
            Gene shown on the y axis (dependent feature)
        k : int, range=[0:n_samples), optional (default: 10)
            Number of neighbors
        n_bins : int, range=[0:inf), optional (default: 20)
            Number of bins for density resampling
        n_mesh : int, range=[0:inf), optional (default: 3)
            In each bin, density will be calculcated around (mesh ** 2) points
        n_jobs : int, optional (default: 1)
            Number of threads used for kNN calculation
        plot : bool, optional (default: False)
            If True, DREMI create plots of the data like those seen in
            Fig 5C/D of van Dijk et al. 2018. (doi:10.1016/j.cell.2018.05.061).
        **kwargs : additional arguments for `scprep.stats.plot_knnDREMI`

        Returns
        -------
        dremi : float
            kNN condtional Density resampled estimate of mutual information
        """
        data = self.transform(genes=[gene_x, gene_y])
        dremi = scprep.stats.knnDREMI(
            data[gene_x],
            data[gene_y],
            k=k,
            n_bins=n_bins,
            n_mesh=n_mesh,
            n_jobs=n_jobs,
            plot=plot,
            **kwargs,
        )
        return dremi
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  Source code for magic.plot

# (C) 2017 Krishnaswamy Lab GPLv2

from .magic import MAGIC
from .utils import in_ipynb
from matplotlib import animation
from matplotlib import rc

import matplotlib.pyplot as plt
import numbers
import numpy as np
import pandas as pd
import scprep


def _validate_gene(gene, data):
    if isinstance(gene, str):
        if not isinstance(data, pd.DataFrame):
            raise ValueError(
                "Non-integer gene names only valid with pd.DataFrame "
                "input. X is a {}, gene = {}".format(type(data).__name__, gene)
            )
        if gene not in data.columns:
            raise ValueError("gene {} not found".format(gene))
    elif gene is not None and not isinstance(gene, numbers.Integral):
        raise TypeError("Expected int or str. Got {}".format(type(gene).__name__))
    return gene


[docs]def animate_magic(
    data,
    gene_x,
    gene_y,
    gene_color=None,
    t_max=20,
    delay=2,
    operator=None,
    filename=None,
    ax=None,
    figsize=None,
    s=1,
    cmap="inferno",
    interval=200,
    dpi=100,
    ipython_html="jshtml",
    verbose=False,
    **kwargs,
):
    """Animate a gene-gene relationship with increased diffusion

    Parameters
    ----------
    data: array-like
        Input data matrix
    gene_x : int or str
        Gene to put on the x axis
    gene_y : int or str
        Gene to put on the y axis
    gene_color : int or str, optional (default: None)
        Gene to color by. If None, no color vector is used
    t_max : int, optional (default: 20)
        maximum value of t to include in the animation
    delay : int, optional (default: 5)
        number of frames to dwell on the first frame before applying MAGIC
    operator : magic.MAGIC, optional (default: None)
        precomputed MAGIC operator. If None, one is created.
    filename : str, optional (default: None)
        If not None, saves a .gif or .mp4 with the output
    ax : `matplotlib.Axes` or None, optional (default: None)
        axis on which to plot. If None, an axis is created
    figsize : tuple, optional (default: None)
        Tuple of floats for creation of new `matplotlib` figure. Only used if
        `ax` is None.
    s : int, optional (default: 1)
        Point size
    cmap : str or callable, optional (default: 'inferno')
        Matplotlib colormap
    interval : float, optional (default: 30)
        Time in milliseconds between frames
    dpi : int, optional (default: 100)
        Dots per inch (image quality) in saved animation)
    ipython_html : {'html5', 'jshtml'}
        which html writer to use if using a Jupyter Notebook
    verbose : bool, optional (default: False)
        MAGIC operator verbosity
    *kwargs : arguments for MAGIC

    Returns
    -------
    A Matplotlib animation showing diffusion of an edge with increased t
    """
    if in_ipynb():
        # credit to
        # http://tiao.io/posts/notebooks/save-matplotlib-animations-as-gifs/
        rc("animation", html=ipython_html)

    if filename is not None:
        if filename.endswith(".gif"):
            writer = "imagemagick"
        elif filename.endswith(".mp4"):
            writer = "ffmpeg"
        else:
            raise ValueError(
                "filename must end in .gif or .mp4. Got {}".format(filename)
            )

    if operator is None:
        operator = MAGIC(verbose=verbose, **kwargs).fit(data)
    else:
        operator.set_params(verbose=verbose, **kwargs)
    gene_x = _validate_gene(gene_x, data)
    gene_y = _validate_gene(gene_y, data)
    gene_color = _validate_gene(gene_color, data)
    if gene_color is not None:
        genes = np.array([gene_x, gene_y, gene_color])
    else:
        genes = np.array([gene_x, gene_y])

    if isinstance(cmap, str):
        cmap = plt.cm.cmap_d[cmap]

    if ax is None:
        fig, ax = plt.subplots(figsize=figsize)
        show = True
    else:
        fig = ax.get_figure()
        show = False

    data_magic = scprep.select.select_cols(data, idx=genes)
    data_magic = scprep.utils.toarray(data_magic)
    c = data_magic[gene_color] if gene_color is not None else None
    sc = ax.scatter(data_magic[gene_x], data_magic[gene_y], c=c, cmap=cmap)
    ax.set_title("t = 0")
    ax.set_xlabel(gene_x)
    ax.set_ylabel(gene_y)
    ax.set_xticks([])
    ax.set_yticks([])
    ax.set_xticklabels([])
    ax.set_yticklabels([])
    if gene_color is not None:
        plt.colorbar(sc, label=gene_color, ticks=[])

    data_magic = [data]
    for t in range(t_max):
        operator.set_params(t=t + 1)
        data_magic.append(operator.transform(genes=genes))

    def init():
        return ax

    def animate(i):
        i = max(i - delay, 0)
        data_t = data_magic[i]
        data_t = data_t if isinstance(data, pd.DataFrame) else data_t.T
        sc.set_offsets(np.array([data_t[gene_x], data_t[gene_y]]).T)
        xlim = np.min(data_t[gene_x]), np.max(data_t[gene_x])
        xrange = xlim[1] - xlim[0]
        ax.set_xlim(xlim[0] - xrange / 10, xlim[1] + xrange / 10)
        ylim = np.min(data_t[gene_y]), np.max(data_t[gene_y])
        yrange = ylim[1] - ylim[0]
        ax.set_ylim(ylim[0] - yrange / 10, ylim[1] + yrange / 10)
        ax.set_title("t = {}".format(i))
        if gene_color is not None:
            color_t = data_t[gene_color]
            color_t -= np.min(color_t)
            color_t /= np.max(color_t)
            sc.set_facecolor(cmap(color_t))
        return ax

    ani = animation.FuncAnimation(
        fig,
        animate,
        init_func=init,
        frames=range(t_max + delay + 1),
        interval=interval,
        blit=False,
    )

    if filename is not None:
        ani.save(filename, writer=writer, dpi=dpi)

    if in_ipynb():
        # credit to https://stackoverflow.com/a/45573903/3996580
        plt.close()
    elif show:
        plt.tight_layout()
        fig.show()

    return ani
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  Source code for sklearn.base

"""Base classes for all estimators."""

# Author: Gael Varoquaux <gael.varoquaux@normalesup.org>
# License: BSD 3 clause

import copy
import warnings
from collections import defaultdict
import platform
import inspect
import re

import numpy as np

from . import __version__
from ._config import get_config
from .utils import _IS_32BIT
from .utils._tags import (
    _DEFAULT_TAGS,
    _safe_tags,
)
from .utils.validation import check_X_y
from .utils.validation import check_array
from .utils._estimator_html_repr import estimator_html_repr
from .utils.validation import _deprecate_positional_args


@_deprecate_positional_args
def clone(estimator, *, safe=True):
    """Constructs a new unfitted estimator with the same parameters.

    Clone does a deep copy of the model in an estimator
    without actually copying attached data. It yields a new estimator
    with the same parameters that has not been fitted on any data.

    If the estimator's `random_state` parameter is an integer (or if the
    estimator doesn't have a `random_state` parameter), an *exact clone* is
    returned: the clone and the original estimator will give the exact same
    results. Otherwise, *statistical clone* is returned: the clone might
    yield different results from the original estimator. More details can be
    found in :ref:`randomness`.

    Parameters
    ----------
    estimator : {list, tuple, set} of estimator instance or a single \
            estimator instance
        The estimator or group of estimators to be cloned.

    safe : bool, default=True
        If safe is False, clone will fall back to a deep copy on objects
        that are not estimators.

    """
    estimator_type = type(estimator)
    # XXX: not handling dictionaries
    if estimator_type in (list, tuple, set, frozenset):
        return estimator_type([clone(e, safe=safe) for e in estimator])
    elif not hasattr(estimator, 'get_params') or isinstance(estimator, type):
        if not safe:
            return copy.deepcopy(estimator)
        else:
            if isinstance(estimator, type):
                raise TypeError("Cannot clone object. " +
                                "You should provide an instance of " +
                                "scikit-learn estimator instead of a class.")
            else:
                raise TypeError("Cannot clone object '%s' (type %s): "
                                "it does not seem to be a scikit-learn "
                                "estimator as it does not implement a "
                                "'get_params' method."
                                % (repr(estimator), type(estimator)))

    klass = estimator.__class__
    new_object_params = estimator.get_params(deep=False)
    for name, param in new_object_params.items():
        new_object_params[name] = clone(param, safe=False)
    new_object = klass(**new_object_params)
    params_set = new_object.get_params(deep=False)

    # quick sanity check of the parameters of the clone
    for name in new_object_params:
        param1 = new_object_params[name]
        param2 = params_set[name]
        if param1 is not param2:
            raise RuntimeError('Cannot clone object %s, as the constructor '
                               'either does not set or modifies parameter %s' %
                               (estimator, name))
    return new_object


def _pprint(params, offset=0, printer=repr):
    """Pretty print the dictionary 'params'

    Parameters
    ----------
    params : dict
        The dictionary to pretty print

    offset : int, default=0
        The offset in characters to add at the begin of each line.

    printer : callable, default=repr
        The function to convert entries to strings, typically
        the builtin str or repr

    """
    # Do a multi-line justified repr:
    options = np.get_printoptions()
    np.set_printoptions(precision=5, threshold=64, edgeitems=2)
    params_list = list()
    this_line_length = offset
    line_sep = ',\n' + (1 + offset // 2) * ' '
    for i, (k, v) in enumerate(sorted(params.items())):
        if type(v) is float:
            # use str for representing floating point numbers
            # this way we get consistent representation across
            # architectures and versions.
            this_repr = '%s=%s' % (k, str(v))
        else:
            # use repr of the rest
            this_repr = '%s=%s' % (k, printer(v))
        if len(this_repr) > 500:
            this_repr = this_repr[:300] + '...' + this_repr[-100:]
        if i > 0:
            if (this_line_length + len(this_repr) >= 75 or '\n' in this_repr):
                params_list.append(line_sep)
                this_line_length = len(line_sep)
            else:
                params_list.append(', ')
                this_line_length += 2
        params_list.append(this_repr)
        this_line_length += len(this_repr)

    np.set_printoptions(**options)
    lines = ''.join(params_list)
    # Strip trailing space to avoid nightmare in doctests
    lines = '\n'.join(l.rstrip(' ') for l in lines.split('\n'))
    return lines


class BaseEstimator:
    """Base class for all estimators in scikit-learn.

    Notes
    -----
    All estimators should specify all the parameters that can be set
    at the class level in their ``__init__`` as explicit keyword
    arguments (no ``*args`` or ``**kwargs``).
    """

    @classmethod
    def _get_param_names(cls):
        """Get parameter names for the estimator"""
        # fetch the constructor or the original constructor before
        # deprecation wrapping if any
        init = getattr(cls.__init__, 'deprecated_original', cls.__init__)
        if init is object.__init__:
            # No explicit constructor to introspect
            return []

        # introspect the constructor arguments to find the model parameters
        # to represent
        init_signature = inspect.signature(init)
        # Consider the constructor parameters excluding 'self'
        parameters = [p for p in init_signature.parameters.values()
                      if p.name != 'self' and p.kind != p.VAR_KEYWORD]
        for p in parameters:
            if p.kind == p.VAR_POSITIONAL:
                raise RuntimeError("scikit-learn estimators should always "
                                   "specify their parameters in the signature"
                                   " of their __init__ (no varargs)."
                                   " %s with constructor %s doesn't "
                                   " follow this convention."
                                   % (cls, init_signature))
        # Extract and sort argument names excluding 'self'
        return sorted([p.name for p in parameters])

    def get_params(self, deep=True):
        """
        Get parameters for this estimator.

        Parameters
        ----------
        deep : bool, default=True
            If True, will return the parameters for this estimator and
            contained subobjects that are estimators.

        Returns
        -------
        params : dict
            Parameter names mapped to their values.
        """
        out = dict()
        for key in self._get_param_names():
            value = getattr(self, key)
            if deep and hasattr(value, 'get_params'):
                deep_items = value.get_params().items()
                out.update((key + '__' + k, val) for k, val in deep_items)
            out[key] = value
        return out

    def set_params(self, **params):
        """
        Set the parameters of this estimator.

        The method works on simple estimators as well as on nested objects
        (such as :class:`~sklearn.pipeline.Pipeline`). The latter have
        parameters of the form ``<component>__<parameter>`` so that it's
        possible to update each component of a nested object.

        Parameters
        ----------
        **params : dict
            Estimator parameters.

        Returns
        -------
        self : estimator instance
            Estimator instance.
        """
        if not params:
            # Simple optimization to gain speed (inspect is slow)
            return self
        valid_params = self.get_params(deep=True)

        nested_params = defaultdict(dict)  # grouped by prefix
        for key, value in params.items():
            key, delim, sub_key = key.partition('__')
            if key not in valid_params:
                raise ValueError('Invalid parameter %s for estimator %s. '
                                 'Check the list of available parameters '
                                 'with `estimator.get_params().keys()`.' %
                                 (key, self))

            if delim:
                nested_params[key][sub_key] = value
            else:
                setattr(self, key, value)
                valid_params[key] = value

        for key, sub_params in nested_params.items():
            valid_params[key].set_params(**sub_params)

        return self

    def __repr__(self, N_CHAR_MAX=700):
        # N_CHAR_MAX is the (approximate) maximum number of non-blank
        # characters to render. We pass it as an optional parameter to ease
        # the tests.

        from .utils._pprint import _EstimatorPrettyPrinter

        N_MAX_ELEMENTS_TO_SHOW = 30  # number of elements to show in sequences

        # use ellipsis for sequences with a lot of elements
        pp = _EstimatorPrettyPrinter(
            compact=True, indent=1, indent_at_name=True,
            n_max_elements_to_show=N_MAX_ELEMENTS_TO_SHOW)

        repr_ = pp.pformat(self)

        # Use bruteforce ellipsis when there are a lot of non-blank characters
        n_nonblank = len(''.join(repr_.split()))
        if n_nonblank > N_CHAR_MAX:
            lim = N_CHAR_MAX // 2  # apprx number of chars to keep on both ends
            regex = r'^(\s*\S){%d}' % lim
            # The regex '^(\s*\S){%d}' % n
            # matches from the start of the string until the nth non-blank
            # character:
            # - ^ matches the start of string
            # - (pattern){n} matches n repetitions of pattern
            # - \s*\S matches a non-blank char following zero or more blanks
            left_lim = re.match(regex, repr_).end()
            right_lim = re.match(regex, repr_[::-1]).end()

            if '\n' in repr_[left_lim:-right_lim]:
                # The left side and right side aren't on the same line.
                # To avoid weird cuts, e.g.:
                # categoric...ore',
                # we need to start the right side with an appropriate newline
                # character so that it renders properly as:
                # categoric...
                # handle_unknown='ignore',
                # so we add [^\n]*\n which matches until the next \n
                regex += r'[^\n]*\n'
                right_lim = re.match(regex, repr_[::-1]).end()

            ellipsis = '...'
            if left_lim + len(ellipsis) < len(repr_) - right_lim:
                # Only add ellipsis if it results in a shorter repr
                repr_ = repr_[:left_lim] + '...' + repr_[-right_lim:]

        return repr_

    def __getstate__(self):
        try:
            state = super().__getstate__()
        except AttributeError:
            state = self.__dict__.copy()

        if type(self).__module__.startswith('sklearn.'):
            return dict(state.items(), _sklearn_version=__version__)
        else:
            return state

    def __setstate__(self, state):
        if type(self).__module__.startswith('sklearn.'):
            pickle_version = state.pop("_sklearn_version", "pre-0.18")
            if pickle_version != __version__:
                warnings.warn(
                    "Trying to unpickle estimator {0} from version {1} when "
                    "using version {2}. This might lead to breaking code or "
                    "invalid results. Use at your own risk.".format(
                        self.__class__.__name__, pickle_version, __version__),
                    UserWarning)
        try:
            super().__setstate__(state)
        except AttributeError:
            self.__dict__.update(state)

    def _more_tags(self):
        return _DEFAULT_TAGS

    def _get_tags(self):
        collected_tags = {}
        for base_class in reversed(inspect.getmro(self.__class__)):
            if hasattr(base_class, '_more_tags'):
                # need the if because mixins might not have _more_tags
                # but might do redundant work in estimators
                # (i.e. calling more tags on BaseEstimator multiple times)
                more_tags = base_class._more_tags(self)
                collected_tags.update(more_tags)
        return collected_tags

    def _check_n_features(self, X, reset):
        """Set the `n_features_in_` attribute, or check against it.

        Parameters
        ----------
        X : {ndarray, sparse matrix} of shape (n_samples, n_features)
            The input samples.
        reset : bool
            If True, the `n_features_in_` attribute is set to `X.shape[1]`.
            If False and the attribute exists, then check that it is equal to
            `X.shape[1]`. If False and the attribute does *not* exist, then
            the check is skipped.
            .. note::
               It is recommended to call reset=True in `fit` and in the first
               call to `partial_fit`. All other methods that validate `X`
               should set `reset=False`.
        """
        n_features = X.shape[1]

        if reset:
            self.n_features_in_ = n_features
            return

        if not hasattr(self, "n_features_in_"):
            # Skip this check if the expected number of expected input features
            # was not recorded by calling fit first. This is typically the case
            # for stateless transformers.
            return

        if n_features != self.n_features_in_:
            raise ValueError(
                f"X has {n_features} features, but {self.__class__.__name__} "
                f"is expecting {self.n_features_in_} features as input.")

    def _validate_data(self, X, y='no_validation', reset=True,
                       validate_separately=False, **check_params):
        """Validate input data and set or check the `n_features_in_` attribute.

        Parameters
        ----------
        X : {array-like, sparse matrix, dataframe} of shape \
                (n_samples, n_features)
            The input samples.
        y : array-like of shape (n_samples,), default='no_validation'
            The targets.

            - If `None`, `check_array` is called on `X`. If the estimator's
              requires_y tag is True, then an error will be raised.
            - If `'no_validation'`, `check_array` is called on `X` and the
              estimator's requires_y tag is ignored. This is a default
              placeholder and is never meant to be explicitly set.
            - Otherwise, both `X` and `y` are checked with either `check_array`
              or `check_X_y` depending on `validate_separately`.

        reset : bool, default=True
            Whether to reset the `n_features_in_` attribute.
            If False, the input will be checked for consistency with data
            provided when reset was last True.
            .. note::
               It is recommended to call reset=True in `fit` and in the first
               call to `partial_fit`. All other methods that validate `X`
               should set `reset=False`.
        validate_separately : False or tuple of dicts, default=False
            Only used if y is not None.
            If False, call validate_X_y(). Else, it must be a tuple of kwargs
            to be used for calling check_array() on X and y respectively.
        **check_params : kwargs
            Parameters passed to :func:`sklearn.utils.check_array` or
            :func:`sklearn.utils.check_X_y`. Ignored if validate_separately
            is not False.

        Returns
        -------
        out : {ndarray, sparse matrix} or tuple of these
            The validated input. A tuple is returned if `y` is not None.
        """

        if y is None:
            if self._get_tags()['requires_y']:
                raise ValueError(
                    f"This {self.__class__.__name__} estimator "
                    f"requires y to be passed, but the target y is None."
                )
            X = check_array(X, **check_params)
            out = X
        elif isinstance(y, str) and y == 'no_validation':
            X = check_array(X, **check_params)
            out = X
        else:
            if validate_separately:
                # We need this because some estimators validate X and y
                # separately, and in general, separately calling check_array()
                # on X and y isn't equivalent to just calling check_X_y()
                # :(
                check_X_params, check_y_params = validate_separately
                X = check_array(X, **check_X_params)
                y = check_array(y, **check_y_params)
            else:
                X, y = check_X_y(X, y, **check_params)
            out = X, y

        if check_params.get('ensure_2d', True):
            self._check_n_features(X, reset=reset)

        return out

    @property
    def _repr_html_(self):
        """HTML representation of estimator.

        This is redundant with the logic of `_repr_mimebundle_`. The latter
        should be favorted in the long term, `_repr_html_` is only
        implemented for consumers who do not interpret `_repr_mimbundle_`.
        """
        if get_config()["display"] != 'diagram':
            raise AttributeError("_repr_html_ is only defined when the "
                                 "'display' configuration option is set to "
                                 "'diagram'")
        return self._repr_html_inner

    def _repr_html_inner(self):
        """This function is returned by the @property `_repr_html_` to make
        `hasattr(estimator, "_repr_html_") return `True` or `False` depending
        on `get_config()["display"]`.
        """
        return estimator_html_repr(self)

    def _repr_mimebundle_(self, **kwargs):
        """Mime bundle used by jupyter kernels to display estimator"""
        output = {"text/plain": repr(self)}
        if get_config()["display"] == 'diagram':
            output["text/html"] = estimator_html_repr(self)
        return output


class ClassifierMixin:
    """Mixin class for all classifiers in scikit-learn."""

    _estimator_type = "classifier"

    def score(self, X, y, sample_weight=None):
        """
        Return the mean accuracy on the given test data and labels.

        In multi-label classification, this is the subset accuracy
        which is a harsh metric since you require for each sample that
        each label set be correctly predicted.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Test samples.

        y : array-like of shape (n_samples,) or (n_samples, n_outputs)
            True labels for `X`.

        sample_weight : array-like of shape (n_samples,), default=None
            Sample weights.

        Returns
        -------
        score : float
            Mean accuracy of ``self.predict(X)`` wrt. `y`.
        """
        from .metrics import accuracy_score
        return accuracy_score(y, self.predict(X), sample_weight=sample_weight)

    def _more_tags(self):
        return {'requires_y': True}


class RegressorMixin:
    """Mixin class for all regression estimators in scikit-learn."""
    _estimator_type = "regressor"

    def score(self, X, y, sample_weight=None):
        """Return the coefficient of determination :math:`R^2` of the
        prediction.

        The coefficient :math:`R^2` is defined as :math:`(1 - \\frac{u}{v})`,
        where :math:`u` is the residual sum of squares ``((y_true - y_pred)
        ** 2).sum()`` and :math:`v` is the total sum of squares ``((y_true -
        y_true.mean()) ** 2).sum()``. The best possible score is 1.0 and it
        can be negative (because the model can be arbitrarily worse). A
        constant model that always predicts the expected value of `y`,
        disregarding the input features, would get a :math:`R^2` score of
        0.0.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Test samples. For some estimators this may be a precomputed
            kernel matrix or a list of generic objects instead with shape
            ``(n_samples, n_samples_fitted)``, where ``n_samples_fitted``
            is the number of samples used in the fitting for the estimator.

        y : array-like of shape (n_samples,) or (n_samples, n_outputs)
            True values for `X`.

        sample_weight : array-like of shape (n_samples,), default=None
            Sample weights.

        Returns
        -------
        score : float
            :math:`R^2` of ``self.predict(X)`` wrt. `y`.

        Notes
        -----
        The :math:`R^2` score used when calling ``score`` on a regressor uses
        ``multioutput='uniform_average'`` from version 0.23 to keep consistent
        with default value of :func:`~sklearn.metrics.r2_score`.
        This influences the ``score`` method of all the multioutput
        regressors (except for
        :class:`~sklearn.multioutput.MultiOutputRegressor`).
        """

        from .metrics import r2_score
        y_pred = self.predict(X)
        return r2_score(y, y_pred, sample_weight=sample_weight)

    def _more_tags(self):
        return {'requires_y': True}


class ClusterMixin:
    """Mixin class for all cluster estimators in scikit-learn."""
    _estimator_type = "clusterer"

    def fit_predict(self, X, y=None):
        """
        Perform clustering on `X` and returns cluster labels.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Input data.

        y : Ignored
            Not used, present for API consistency by convention.

        Returns
        -------
        labels : ndarray of shape (n_samples,), dtype=np.int64
            Cluster labels.
        """
        # non-optimized default implementation; override when a better
        # method is possible for a given clustering algorithm
        self.fit(X)
        return self.labels_

    def _more_tags(self):
        return {"preserves_dtype": []}


class BiclusterMixin:
    """Mixin class for all bicluster estimators in scikit-learn."""

    @property
    def biclusters_(self):
        """Convenient way to get row and column indicators together.

        Returns the ``rows_`` and ``columns_`` members.
        """
        return self.rows_, self.columns_

    def get_indices(self, i):
        """Row and column indices of the `i`'th bicluster.

        Only works if ``rows_`` and ``columns_`` attributes exist.

        Parameters
        ----------
        i : int
            The index of the cluster.

        Returns
        -------
        row_ind : ndarray, dtype=np.intp
            Indices of rows in the dataset that belong to the bicluster.
        col_ind : ndarray, dtype=np.intp
            Indices of columns in the dataset that belong to the bicluster.

        """
        rows = self.rows_[i]
        columns = self.columns_[i]
        return np.nonzero(rows)[0], np.nonzero(columns)[0]

    def get_shape(self, i):
        """Shape of the `i`'th bicluster.

        Parameters
        ----------
        i : int
            The index of the cluster.

        Returns
        -------
        n_rows : int
            Number of rows in the bicluster.

        n_cols : int
            Number of columns in the bicluster.
        """
        indices = self.get_indices(i)
        return tuple(len(i) for i in indices)

    def get_submatrix(self, i, data):
        """Return the submatrix corresponding to bicluster `i`.

        Parameters
        ----------
        i : int
            The index of the cluster.
        data : array-like of shape (n_samples, n_features)
            The data.

        Returns
        -------
        submatrix : ndarray of shape (n_rows, n_cols)
            The submatrix corresponding to bicluster `i`.

        Notes
        -----
        Works with sparse matrices. Only works if ``rows_`` and
        ``columns_`` attributes exist.
        """
        from .utils.validation import check_array
        data = check_array(data, accept_sparse='csr')
        row_ind, col_ind = self.get_indices(i)
        return data[row_ind[:, np.newaxis], col_ind]


class TransformerMixin:
    """Mixin class for all transformers in scikit-learn."""

    def fit_transform(self, X, y=None, **fit_params):
        """
        Fit to data, then transform it.

        Fits transformer to `X` and `y` with optional parameters `fit_params`
        and returns a transformed version of `X`.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Input samples.

        y :  array-like of shape (n_samples,) or (n_samples, n_outputs), \
                default=None
            Target values (None for unsupervised transformations).

        **fit_params : dict
            Additional fit parameters.

        Returns
        -------
        X_new : ndarray array of shape (n_samples, n_features_new)
            Transformed array.
        """
        # non-optimized default implementation; override when a better
        # method is possible for a given clustering algorithm
        if y is None:
            # fit method of arity 1 (unsupervised transformation)
            return self.fit(X, **fit_params).transform(X)
        else:
            # fit method of arity 2 (supervised transformation)
            return self.fit(X, y, **fit_params).transform(X)


class DensityMixin:
    """Mixin class for all density estimators in scikit-learn."""
    _estimator_type = "DensityEstimator"

    def score(self, X, y=None):
        """Return the score of the model on the data `X`.

        Parameters
        ----------
        X : array-like of shape (n_samples, n_features)
            Test samples.

        y : Ignored
            Not used, present for API consistency by convention.

        Returns
        -------
        score : float
        """
        pass


class OutlierMixin:
    """Mixin class for all outlier detection estimators in scikit-learn."""
    _estimator_type = "outlier_detector"

    def fit_predict(self, X, y=None):
        """Perform fit on X and returns labels for X.

        Returns -1 for outliers and 1 for inliers.

        Parameters
        ----------
        X : {array-like, sparse matrix, dataframe} of shape \
            (n_samples, n_features)

        y : Ignored
            Not used, present for API consistency by convention.

        Returns
        -------
        y : ndarray of shape (n_samples,)
            1 for inliers, -1 for outliers.
        """
        # override for transductive outlier detectors like LocalOulierFactor
        return self.fit(X).predict(X)


class MetaEstimatorMixin:
    _required_parameters = ["estimator"]
    """Mixin class for all meta estimators in scikit-learn."""


class MultiOutputMixin:
    """Mixin to mark estimators that support multioutput."""
    def _more_tags(self):
        return {'multioutput': True}


class _UnstableArchMixin:
    """Mark estimators that are non-determinstic on 32bit or PowerPC"""
    def _more_tags(self):
        return {'non_deterministic': (
            _IS_32BIT or platform.machine().startswith(('ppc', 'powerpc')))}


def is_classifier(estimator):
    """Return True if the given estimator is (probably) a classifier.

    Parameters
    ----------
    estimator : object
        Estimator object to test.

    Returns
    -------
    out : bool
        True if estimator is a classifier and False otherwise.
    """
    return getattr(estimator, "_estimator_type", None) == "classifier"


def is_regressor(estimator):
    """Return True if the given estimator is (probably) a regressor.

    Parameters
    ----------
    estimator : estimator instance
        Estimator object to test.

    Returns
    -------
    out : bool
        True if estimator is a regressor and False otherwise.
    """
    return getattr(estimator, "_estimator_type", None) == "regressor"


def is_outlier_detector(estimator):
    """Return True if the given estimator is (probably) an outlier detector.

    Parameters
    ----------
    estimator : estimator instance
        Estimator object to test.

    Returns
    -------
    out : bool
        True if estimator is an outlier detector and False otherwise.
    """
    return getattr(estimator, "_estimator_type", None) == "outlier_detector"


def _is_pairwise(estimator):
    """Returns True if estimator is pairwise.

    - If the `_pairwise` attribute and the tag are present and consistent,
      then use the value and not issue a warning.
    - If the `_pairwise` attribute and the tag are present and not
      consistent, use the `_pairwise` value and issue a deprecation
      warning.
    - If only the `_pairwise` attribute is present and it is not False,
      issue a deprecation warning and use the `_pairwise` value.

    Parameters
    ----------
    estimator : object
        Estimator object to test.

    Returns
    -------
    out : bool
        True if the estimator is pairwise and False otherwise.
    """
    with warnings.catch_warnings():
        warnings.filterwarnings('ignore', category=FutureWarning)
        has_pairwise_attribute = hasattr(estimator, '_pairwise')
        pairwise_attribute = getattr(estimator, '_pairwise', False)
    pairwise_tag = _safe_tags(estimator, key="pairwise")

    if has_pairwise_attribute:
        if pairwise_attribute != pairwise_tag:
            warnings.warn(
                "_pairwise was deprecated in 0.24 and will be removed in 1.1 "
                "(renaming of 0.26). Set the estimator tags of your estimator "
                "instead",
                FutureWarning
            )
        return pairwise_attribute

    # use pairwise tag when the attribute is not present
    return pairwise_tag
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